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Abstract 

According to the Justified True Belief (JTB) account of knowledge, a person can only truly know 

something if they have a belief that is both justified and true (i.e., knowledge is justified true 

belief). This account was challenged by Gettier (1963), who argued that JTB does not account 

for certain situations, later called Gettier type cases, wherein a person is justified for believing 

something to be true and yet would probably not be said to have knowledge because they only 

got the right answer because of luck. Lay people’s intuitions may lead them to say that this sort 

of lucky justified true belief is not a case of genuine knowledge (referred to as Gettier intuitions). 

While some research has shown that people may generally demonstrate Gettier intuitions (e.g., 

Machery et al., 2015), Turri and colleagues’ (2015) Experiment 1 demonstrated that people may 

not use this intuition for all Gettier type cases. We aim to provide a robust estimate of the Gettier 

intuition effect size by closely replicating this experiment while conceptually replicating it across 

similar stimuli. Therefore, we propose a multisite collaborative preregistered replication of Turri 

and colleagues’ (2015) Experiment 1 (45 labs from 22 countries across 5 continents signed up at 

time of submission; expected N = 3,250). Results of this study will provide a reliable estimate of 

the average Gettier intuition effect size and clarify how lay people understand knowledge. The 

data will be released in two phases according to a predefined plan to facilitate exploratory cross-

cultural analyses.  

Keywords:  Folk epistemology, Beliefs, Social cognition, Epistemic intuitions, Justified True 

Belief, Multilevel modeling, Multilab, Replication  
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Registered Replication Report: Turri, Buckwalter, & Blouw (2015) 

Justified True Belief and the Gettier Problem 

By some accounts, the Justified True Belief (JTB) analysis of knowledge (or alternative 

versions of it) has been an important explanation of propositional knowledge in Western thinking 

for the past two millennia (e.g., Jacquette, 1996; Moser, 2002; but cf., Dutant, 2015; Turri, 

2016a). The JTB analysis states that a claim, or proposition, can only be considered knowledge if 

it meets three conditions (Gettier, 1963). Specifically, a person (S) knows a proposition (p), if 

and only if: 

(i) S believes that p is true, 

(ii) p is in fact true, and  

(iii) S is justified in believing p is true. 

In other words, to know something, people not only must believe a claim that is indeed true; they 

also must have sufficient reason for believing the claim to be true (i.e., they must believe a true 

claim that was reasonably inferred from an observation or entailed proposition). Thus, a lucky 

guess that happens to reflect the truth should not be considered knowledge. However, many 

philosophers have argued that people’s epistemic intuitions (i.e., intuitions about knowledge) rely 

on more than just the presence of justified true belief and have investigated the extent to which 

other factors, such as luck, may play a crucial role.  

In 1963, Gettier challenged the sufficiency of JTB to explain all knowledge by presenting 

two strong counterexamples that are inconsistent with its predictions. These counterexamples 

(i.e., later referred to as Gettier cases) are situations in which a person has a belief that is both 

true and well supported by evidence (i.e., meets all three conditions of JTB), yet that person is 

not judged as possessing knowledge. In many Gettier type scenarios, protagonists reasonably 



RRR: TURRI, BUCKWALTER, & BLOUW (2015)                         5 

 

infer a true belief (p) from an entailed proposition (e); however, in a lucky turn of events, the 

validity of using e to infer p is called into question, despite p still turning out to be true. For 

example: 

Two men, Smith and Jones, have applied to the same job at the same company. Much to 

Smith’s disappointment, the president of the company has told Smith that Jones will 

ultimately get the job (entailed proposition, e1). Smith then notices that Jones has ten 

coins in his pocket (entailed proposition, e2), coins which Smith counted himself (oddly 

enough). Smith then infers from e1 and e2 the belief (p) that “the man who gets the job 

(who he assumes will be Jones) will have ten coins in his pocket (which he counted in 

Jones’ pocket himself)”: a belief that is well founded by the evidence and therefore 

justified. However, quite unexpectedly, Smith ends up getting the job! And, unbeknownst 

to himself, Smith coincidentally has ten coins in his pocket too. Although this was not the 

outcome that Smith was expecting, his inferred belief (p) “that the man who has ten coins 

in his pocket will get the job” still turned out to be true, just not for the reason he thought 

(Gettier, 1963). Smith reasonably inferred a true belief (p) from e1 and e2, but neither e1 

nor e2 were the actual reason that p was correct. 

Even though Smith’s belief was both true and justified, Gettier argued that Smith does not have 

knowledge in this case - Smith just got lucky. Many similar scenarios (i.e., Gettier type cases) 

have since been used in the epistemological literature to demonstrate the insufficiency of JTB to 

account for the kind of luck that made Smith’s justified belief true1. 

 
1 What makes a scenario a true Gettier case has been widely debated in the literature; however, for the purpose of 
this predominantly empirical article, we will loosely refer to scenarios from this class of philosophical thought 
experiments as Gettier type or Gettier-like cases - which we further operationalize below. 
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Epistemic intuitions that prevent people from attributing knowledge to Gettier type 

protagonists, like Smith, have since been referred to as Gettier intuitions (DePaul & Ramsey, 

1998; Machery et al., 2017; Sosa, 2007). Past research has revealed some evidence that people 

have a universal tendency to demonstrate Gettier intuitions for some Gettier-like scenarios (e.g., 

Nagel, San Juan, & Mar, 2013; Machery et al., 2015; 2017). However, the extent to which 

people demonstrate Gettier intuitions may be influenced by other factors that have not been as 

widely investigated. Turri, Buckwalter, & Blouw (2015) presented evidence that people 

demonstrate different epistemic intuitions for Gettier-like cases depending on how the entailed 

proposition (e) used to infer a justified true belief (p) is challenged - which they argue may 

explain the apparent inconsistencies in past work on knowledge attributions.  

The Moderating Role of Luck on Epistemic Intuitions 

Prior work suggests that people generally exhibit Gettier intuitions, possibly across 

different cultures and languages, for at least some Gettier type cases; indicating that people's 

conception of knowledge requires more than justification, truth, and belief (e.g., Machery et al., 

2015, 2017; Starmans and Friedman, 2012; Nagel et al., 2013). Although, past results have 

sometimes been mixed (e.g., Powell, Horne, Angel Pinillos, & Holyoak, 2015). In Machery et al. 

(2015), participants attributed knowledge significantly less to protagonists in cases of 

accidentally true justified belief than in clear cases of true justified belief. Findings from Colaço 

et al. (2014) also revealed that participants were significantly less likely to attribute knowledge 

in a Gettier-like case than in a similarly matched knowledge control case. However, people have 

also failed to demonstrate Gettier intuitions for some Gettier type cases (i.e., intentionally-

replaced evidence cases; e.g., Powell et al., 2015). Starmans and Friedman found that 

participants tended to attribute knowledge in a "replacement-by-backup" Gettier type case as 
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readily as in a clear case of knowledge (Gettier intuition not demonstrated); yet Turri et al. 

(2015) found that participants were less likely to attribute knowledge in a “replacement-by-

backup” Gettier type case than in a clear case of knowledge (Gettier intuition demonstrated). On 

the other hand, Turri et al. (2015) found that participants attributed knowledge in a “counterfeit-

object” Gettier type case no differently than in a clear case of knowledge (Gettier intuition not 

demonstrated); whereas Powell et al. (2015) found that participants attributed knowledge less in 

a “counterfeit-object” Gettier type case than in a clear case of knowledge (Gettier intuition 

demonstrated). 

Turri et al. (2015) tested one possible explanation for these apparent inconsistencies, 

suggesting that people demonstrate Gettier intuitions when a lucky event changes the explanation 

for why a belief is true but do not demonstrate Gettier intuitions when a lucky event threatens but 

ultimately fails to change the explanation for why a belief is true. In Turri et al. (2015), 

participants were asked whether a protagonist in one of three stories knew or only believed a 

claim. In the experimental Gettier case condition, participants read a story in which a protagonist 

named “Darrel” correctly identifies the species of an animal (i.e., target species), despite it being 

the only animal of that species amidst many animals of a different, almost identical species (i.e., 

counterfeit species). The other two stories presented the same scenario with slight changes: in the 

knowledge control, the story never mentions the other identical species (i.e., no counterfeit) and 

in the ignorance control, the protagonist incorrectly identifies the counterfeit species as the target 

species. Turri et al. (2015) then compared the rate at which participants attributed knowledge to 

the protagonist in the Gettier case to the rates participants attributed knowledge in the control 

stories. Results demonstrated that participants did not attribute knowledge to the protagonist in 

the Gettier case at rates significantly different than the knowledge control - which suggests that 
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accidentally true justified beliefs may be consistent with lay people’s conception of knowledge 

under certain conditions and highlights the gaps in what we currently know about the conditions 

necessary for people to attribute knowledge to others. 

The average effect size of Gettier intuition effects, and the conditions under which they 

emerge, is currently unknown. According to Turri (2016a), knowledge attribution rates for 

different Gettier cases vary from lower than 20% (Gettier intuition supported) to higher than 

80% (Gettier intuition not supported); although, it is unclear from which studies he drew these 

estimates. Such inconsistencies are perhaps due to two major reasons: (1) people's epistemic 

intuitions lead them to make different judgements about the various types of Gettier type cases 

studied in the literature based on the particular way an accidentally true justified belief is 

characterized (e.g., “counterfeit object” cases, “evidence-replacement” cases, “authentic-

evidence” cases, “apparent-evidence” cases, etc.) and (2) variation in experimental designs, 

including differences in matched controls and some possibly underpowered samples (see Colaço 

et al., 2014; Machery et al., 2017; Nagel, Mar, & San Juan, 2013; Nagel, San Juan, & Mar, 2013; 

Powell, Horne, & Pinillos, 2013; Powell, Horne, Pinillos, & Holyoak, 2015; Starmans & 

Friedman, 2012; 2013; Turri et al., 2015; Weinberg et al., 2001). Our project focuses on 

obtaining a more precise estimate of the effect size of Gettier intuitions as they relate specifically 

to “counterfeit object” type Gettier cases. Therefore, we propose a large, high-powered, and 

cross-country replication of Turri et al. (2015)’s Experiment 1 (a “counterfeit object” Gettier 

case). We believe that this study serves as a particularly good paradigm for studying Gettier 

intuitions, making it a suitable candidate for such a large-scale replication.  

Although the overall literature on epistemic intuitions has demonstrated varying 

attribution rates across different types of Gettier type cases, the only evidence for such variation 
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for the particular type of “counterfeit object” Gettier case studied in Turri et al. (2015; 

Experiment 1) is found in Powell et al. (2015) and Nagel, San Juan, & Mar (2013). Previous 

findings by Nagel, San Juan, & Mar, 2013 may contradict Turri and colleagues’ findings, but 

results from this study have been called into question. In a reply to this study, Starmans and 

Friedman (2013) pointed out that: (1) Nagel, San Juan, & Mar (2013) employed a questioning 

method that biased participants to deny knowledge, (2) careful examination of participants’ 

responses revealed that they did in fact attribute knowledge to protagonists in Gettier cases, and 

(3) Nagel, San Juan, & Mar (2013) misconstrued the distinction between ‘apparent’ and 

‘authentic’ evidence, and used scenarios that did not feature the structure that characterizes most 

Gettier cases (but cf. Nagel, Mar, & San Juan, 2013). Starmans and Friedman (2013) argued that 

Nagel, San Juan, & Mar’s (2013) findings are fully compatible with the claim that lay people 

attribute knowledge in Gettier cases (Gettier intuition not demonstrated; but cf. Nagel, Mar, San 

Juan, 2013). 

The Current Study 

We are planning a large Registered Replication Report (RRR) following the design of 

Experiment 1 in Turri et al. (2015). As in Turri et al. (2015), the current study explores the effect 

of a protagonist making a correct inference from a false belief on attributions of knowledge. We 

intend to test whether participants will judge a person’s belief as knowledge when the belief is 

justified and true (“No Threat”; or JTB case) similarly as when the belief is justified and only 

luckily true (“Threat”; or Gettier case), but less frequently than the other two conditions when 

the justified belief is false (“No Detection”; or Ignorance case; see Figure 1 for original results).  

Second, we will compare participant ratings of the belief’s reasonableness by condition. 

Following Turri et al. (2015), we will examine whether condition differences in knowledge 
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attribution rates are due to differences in participant perceptions of what is reasonable for the 

protagonist to believe (i.e., is the given protagonist justified in their belief?; see Figure 1 for 

original results). We will also attempt to replicate Turri and colleagues’ (2015) tests of whether 

the number of participants who attribute knowledge to the given protagonist in each of these 

cases differs from the number expected to do so based on chance alone.  

 

 

Figure  1. Bar graphs depicting the original results from Turri, Buckwalter, and Blouw’s (2015) 

findings in Experiment 1. Participants in each condition were asked whether Darrel “knew or 

only believed” that he had seen a red-speckled ground squirrel (left bar graph) and whether it 

was reasonable or unreasonable for Darrel to say he saw a red-speckled ground squirrel (right bar 

graph). 

 

To improve our test of the extent to which Turri et al.’s (2015) findings replicate across 

different procedures, scenarios, and cultures, we present: (1) several methodological 
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considerations (related to design, measurement, and culture) raised by past experimental 

philosophy research that may account for why prior Gettier intuition findings have demonstrated 

variation, and 2) the corresponding modifications we will make to the original Turri et al. (2015) 

study design to address these concerns. 

Design considerations. The current consensus for these inconsistent findings is that the 

established vignettes may elicit different intuitions from the general public based on the 

particular structure of the tested Gettier case (Turri, 2016a). The two original counterexamples 

Gettier used in his 1963 paper both describe a protagonist who forms an initial justified but false 

belief from which a true claim is then inferred, much like the following scenario: Person S 

reasonably believes that, "This shop sells only real diamonds". Person S then makes an inference 

from this justified false belief that because "this diamond is in this shop", then “this diamond is a 

real diamond" (Nagel, San Juan, & Mar, 2013). However, the shop in question actually mostly 

only sells cubic zirconium stones, dishonestly designed to look just like diamonds. Therefore, 

Person S’s original justified belief that “This shop sells only real diamonds” is false. Despite this 

false premise though, Person S unwittingly chooses to buy the one and only real diamond in the 

store. So, while the initial justified belief (“This shop sells only real diamonds”) turned out to be 

false, the resulting inferred belief (“This diamond is a real diamond”) still turned out to be a true 

claim (Nagel, San Juan, & Mar, 2013).  

Although some philosophers now use the term “Gettier case” to refer to any instance that 

is intended to illustrate the non-equivalence of justified true belief and knowledge, where a given 

justified true belief is supposed to be viewed as not being consistent with knowledge (Nagel, San 

Juan, & Mar, 2013), others have used it more specifically to denote cases of the particular 

inference-from-false-belief type structure featured in Gettier’s original article, regardless of 
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whether the case itself is viewed as consistent with knowledge (e.g., Weatherson, 2013). Instead 

of defining Gettier cases as instances that are intended to show a disparity between justified true 

belief and knowledge, as Nagel and colleagues (2013) conclude, we instead adopt the latter 

interpretation by operationalizing Gettier cases as scenarios of the particular inference-from-

false-belief type structure featured in Gettier’s original article - which we used to guide our 

selection of additional related Gettier type cases to test.  

Because ignoring the stimulus variation present in the experimental philosophy literature 

(Clark, 1973; Judd & Westfall, 2012; Kenny, 1985; Nagel, San Juan, & Mar, 2013; Starmans & 

Friedman, 2013; Wells & Windschitl, 1999; Westfall, Judd, & Kenny, 2015) would limit the 

generalizability of our results, we will also attempt to conceptually replicate the original Turri et 

al. (2015) finding using additional “counterfeit object” type Gettier vignettes from the literature, 

wherein a lucky event threatens but ultimately fails to change the explanation for why a belief is 

true. In these vignettes, a protagonist makes an inference from a false belief that is true by 

unknowingly and luckily choosing a true, genuine object among many convincing counterfeits 

(e.g., “Fake Barn” vignette from Colaço et al., 2014; “Diamond” vignette from Nagel, San Juan, 

& Mar, 2013; see stimulus sampling plan below for more details). Doing so will allow us to test 

the generalizability of Turri et al.’s (2015) Experiment 1 “Darrel” manipulation to other similar 

“counterfeit object” cases (and to reduce sampling error).  

Measurement considerations. Subsequent research (Turri, 2016c) by one of the original 

authors of our chosen experiment employed a scaled measure of knowledge attribution; this 

follow-up study found a small difference in participant knowledge attributions between a Gettier 

experimental condition and an appropriately matched knowledge control condition that was not 

found in the original experiment. In our correspondence (Hall et al., 2018), Turri stated that the 
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knowledge control and the Gettier case condition may not have produced difference in attributed 

knowledge (X2 (2, N = 98) = 2.63, p = .164, Cramér’s V = .164; Gettier intuition not supported) 

due to the binary format of the knowledge probe and the study’s underpowered sample size. 

Turri also noted that closely matched knowledge control and Gettier condition comparisons do 

sometimes reveal a small statistically significant difference but did not provide examples (Hall et 

al., 2018). To address these validity concerns, we will use a visual analogue scale (0-100) in lieu 

of the original binary (i.e., knows/only believes) response variable. Visual analogue scales 

(VAS) may be as efficacious as Likert-type response scales and provide somewhat more fine-

grained data for analysis via parametric statistics than alternatives by allowing for more 

variability in responding (Bishop & Herron 2015). Although using a VAS departs from the 

original study, and also, from how people typically make these kinds of judgments in ordinary 

life, our pretest using a VAS format suggests that people respond to the control conditions in the 

expected way with this measure (knowledge controls and ignorance controls demonstrated 

paradigmatic rates, see Appendix B).  

Another addition to our replication is the inclusion of an exploratory knowledge probe. 

Further differences in knowledge attribution have also been found based on how subjects are 

asked whether a target has knowledge (e.g., “does the target know?” vs. “does the target know, 

or do they only think they know?”; e.g., Machery et al., 2017; Nagel et al., 2013). To check for 

these differences in knowledge attribution based on the form of the knowledge question, we will 

ask an exploratory binary knowledge attribution question after the visual analogue scales (see 

Appendix B). After the alternative knowledge probe, we will also ask an additional exploratory 

question related to the perception of luck and ability that may moderate the effect (e.g., “Darrel 
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got the [wrong/right] answer because of his [inability/ability/good luck/bad luck]”; Nagel et al., 

2013; Turri, 2016a; see Appendix B). 

Cultural considerations. The literature has demonstrated some possible cultural 

variations in knowledge attribution (e.g., Buckwalter & Stich, 2010; Kim & Yuan, 2015; 

Machery et al., 2015; 2017; Nagel, San Juan, & Mar, 2013; Nichols et al. 2003; Seyedsayamdost, 

2015; Turri, 2013; Turri et al., 2015; Weinberg et al., 2001). For example, Weinberg et al. (2001) 

reported evidence that participants with Western cultural backgrounds tended to demonstrate 

Gettier intuitions more often than participants with Eastern cultural backgrounds. However, this 

preliminary study was underpowered and lacked control conditions; subsequent cross-cultural 

studies (that also lacked similarly matched controls) found no such cultural differences (e.g., 

Machery et al., 2015, 2017; Seyedsayamdost, 2015). In one of the largest of these cross-cultural 

studies, Machery and colleagues (2015) provided evidence that people exhibit Gettier intuitions 

across quite different cultures and languages (i.e., USA, Brazil, India, and Japan), suggesting a 

“species-typical core folk epistemology” wherein justification, truth, and belief are insufficient 

for people to attribute another person with the concept they express by the words that translate 

“to know” (Machery et al., 2015, pp. 12). 

Past findings are difficult to compare to one another due to the use of different control 

conditions that varied in how closely matched they were to the experimental Gettier case 

condition. While more recent studies have utilized knowledge and ignorance control conditions 

(in which participants are exposed to paradigmatic cases of knowledge and ignorance, 

respectively), most cross-cultural studies have not used closely matched control stimuli (e.g., 

Kim & Yaun, 2015; Machery et al., 2015; 2017; Seyedsayamdost, 2015). For example, Machery 

and colleagues (2015) compared responses to control conditions but used entirely different 
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vignettes with different protagonists for each condition. By contrast, Turri et al. (2015) used 

slight variations of the same vignette for each condition: “No Threat” (i.e., knowledge control), 

“Threat” (i.e., Gettier case), and “No Detection” (i.e., ignorance control). Because the vignettes 

used in Turri et al. (2015; see Appendix B) differ only in the words necessary to alter the 

condition of the protagonist’s belief (unlike some work, e.g., Buckwalter & Stich, 2010; 

Machery et al., 2015; Weinberg et al., 2001), this design is better suited than others for making 

inferences about why participants attribute knowledge to protagonists. Therefore, we also ensure 

that the two added vignettes (the “Fake Barn/Gerald” vignette and the “Diamond/Emma” 

vignette) are also tested alongside minimally matched pairs similar to those used in Turri et al.’s 

(2015) Experiment 1 (see Appendix B for full details). 

In light of the above design, measurement, and cultural considerations, we will test the 

Gettier intuition effect in a variety of countries (49 labs from 22 countries2 across 5 continents3) 

while attempting to address methodological concerns (i.e., measurement sensitivity, lack of 

matched controls, stimulus variation). Such a multisite, cross-country replication could also 

provide a well-powered exploration of cross-cultural similarities and differences in how people 

attribute knowledge while utilizing control conditions and closely matched stimuli for several 

vignettes. We will therefore include a plan for a phased release of the data (⅔ upon acceptance of 

the paper, ⅓ six months after acceptance) to allow other researchers to do cross-cultural 

comparisons 

 
2 Australia, Austria, Brazil, Denmark, Ecuador, France, Germany, Hong Kong, Hungary, Lithuania, Norway, 
Poland, the Republic of China, Singapore, Spain, Switzerland, Taiwan, the Netherlands, Turkey, the United 
Kingdom, the United Arab Emirates, and the United States of America.  
3 Australia, Asia, Europe, North America, and South America 
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Disclosures 

Data, materials, and online resources: All data will be posted publicly on our master OSF page 

(https://osf.io/n5b3w/), and each contributing site will post their data on an OSF page linked to 

our master OSF page:  

Reporting: “We report how we determined our sample size, all data exclusions, all 

manipulations, and all measures in the study” (see Simmons, Nelson, & Simonsohn, 2011). 

Ethical approval: All contributing labs are required to submit their local institutional ethics 

approval prior to data collection as part of their pre-registration and CREP review process and 

will be carried out in accordance with the provisions of the World Medical Association 

Declaration of Helsinki. All participating labs will post their ethics approval to their lab’s OSF 

page for this study.  

Protocol Development 

Lab Recruitment 

The Collaborative Replications and Education Project (CREP) has partnered with the 

Psychological Science Accelerator (PSA: Moshontz et al., 2018) to conduct a large-scale 

replication that will combine the innovative pedagogical methods of the CREP with the 

worldwide collaborative open-science network of the PSA. The purpose of the CREP is to 

address the need for direct replication work in the field of psychology by utilizing the collective 

power of student research projects. The CREP selects studies (see our OSF page for details; 

https://osf.io/n5b3w), and teams of students sign up to run replications of these studies. The 

CREP oversees the quality of these replications to ensure fidelity. Once enough sites have 

completed replications, the results from teams that have completed projects are collated to get a 

more accurate estimation of the effect size.  
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The PSA is an international network of laboratories created to enable and support 

crowdsourced research projects with a mission to expedite the accumulation of reliable and 

generalizable evidence in psychological science (Moshontz et al., 2018). The CREP and PSA 

partnership, therefore, involves the CREP selecting a study, developing materials, and 

overseeing the quality of the replications using standard CREP procedures while utilizing the 

existing PSA network to increase participation among labs. Additionally, the PSA has provided 

support for a variety of components through its extensive network of experts, including lab 

recruitment, translations, a data release plan, and expertise on logistical differences between 

countries. 

After this study was selected for replication, the executive CREP team publicly 

announced a call for laboratories interested in participating in the study via email and social 

media (i.e., Twitter, Facebook), with data collection beginning August 1, 2018 (later changed to 

January 1, 2019). Over the course of one year, 55 labs from 23 countries signed up to contribute 

samples; however, 10 of these labs have since backed out (mostly from USA). As of this 

submission, 45 labs from 22 countries remain committed. For the purposes of both quality 

control and educational value, we require that all participating labs pre-register their own 

independent direct replication protocol on the Open Science Framework (OSF). For quality 

control, these pages must include a video of an experimental session and be approved by our 

executive team prior to data collection to ensure that each lab meets all standards and procedures 

set forth in this protocol. Once ethics approvals, protocols, and session video have been approved 

by the CREP team, contributors may begin data collection starting June 1st, 2019 (depending on 

date of in principle acceptance). Overall data collection will end on June 1st, 2020. Data release 
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is dependent upon manuscript acceptance, but full data release will be six months after the first ⅔ 

of the data release. 

Protocol Requirements  

Sampling plan. Student teams from any country are invited to collect samples. Samples 

may be collected using the subject pools at each team’s institution, social media networks, 

online, or other methods approved by the CREP team and an IRB. However, online data 

collection services that recruit subjects who are then paid for participating, such as Amazon 

Mechanical Turk (MTurk), will not be permitted (see below for rationale behind this restriction). 

We will, however, independently collect one large (n = 500) MTurk sample of US participants to 

include a sample comparable to that in Turri et al. (2015; see details below). Samples may not be 

drawn from vulnerable populations or any institutions that house them (such as prisons, mental 

health facilities, etc.). Samples will consist of people over the age of majority in the location of 

the study, unless a parent or guardian signs a waiver to participate. 

Each site will be required to collect data for all three stimulus sets (i.e., “Darrel”, 

“Gerald”, and “Emma”) with a target sample size of at least 50 participants (although, some sites 

will attempt to collect over 100 participants). Our goal is to collect data from at least 50 

independent contributors. We are very close to reaching our contributor goal. Each site’s 

participant data will be included in the planned multilevel linear regression analyses after a 

CREP quality check, which includes reviewing raw data files (checked for errors), post-analysis 

scripts, codebook, cleaned data files (checked for errors), and narrative summary of project 

findings (compared to data and analysis)  

Although we will sample from many different populations, results from recent multilab 

studies with mainly student samples (e.g., the ManyLabs studies) suggest that limited 



RRR: TURRI, BUCKWALTER, & BLOUW (2015)                         19 

 

heterogeneity may still be an issue (i.e., samples will likely be predominantly white, 

socioeconomically advantaged, educated, etc.). We attempt to partially address this concern by 

encouraging contributing sites to collect non-university participants outside of their typical 

institutions’ sampling pool by rewarding sites who do so with higher author order on the post-

data Phase 2 manuscript as well as a CREP quality award.  

Testing location. Each contributor’s test setting will likely differ in one or more ways 

from the original Turri et al. (2015) study which was completed online using MTurk. To extend 

the generalizability of this replication, teams may test their samples either in person or online. 

We will measure and analyze this test setting difference as a covariate. Group vs. individual 

administration will also be tested as a covariate. We will not allow sites to collect their samples 

using paid data collection services, such as MTurk; as many CREP labs consist of student 

researchers who lack substantial financial resources. The CREP would like to encourage students 

to collect data in a lab setting without incurring additional costs. However, two authors (Chartier 

and Hall) will collaborate on collecting one large (N = 500) pre-registered MTurk sample of US 

participants (with its own OSF) to compare the original sampling pool (i.e., MTurk) with the rest 

of the studied samples - which we will do by including a variable that specifies whether the 

sample is the MTurk sample or not in the planned multilevel models. We will pre-registered and 

collect such a large MTurk sample size in order to have a sample that is sufficiently large (and 

thus likely has a small CI) and as close to the original sampling pool as possible to provide a 

more precise estimated comparison.  

All participants will be asked whether they participated in this study before and will be 

excluded if they have (in part, to avoid “superturkers”). To further our ability to generalize 

beyond typical university samples, we will also encourage (but not require) sites to collect an 
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additional non-university sample (N = 50) by including a protocol for collecting non-university 

participants in their sampling plan - which will be rewarded with a higher author order and a 

CREP quality award. To track these efforts descriptively, we will measure which participants 

were recruited from the general public and which were recruited from a student body.  

Experimenters. Any trained undergraduate or graduate student researcher, research 

assistant, postdoctoral researcher, or faculty member can serve as the experimenter. Given the 

simplicity of the study design, no special expertise is required to conduct the study. During in-

person testing, an experimenter should be unaware of the specific condition to which a 

participant is assigned (preferably via masking). We will only allow data collection via 

SoSciSurvey to streamline data collection and analyses. The SoSciSurvey experiment code will 

be made publicly available, and Sophia Weissgerber will coordinate with translation teams to 

create experiment code for each site. Each site will be required to submit a video of their 

methodology for review by the CREP executive team (described below) and will then post to 

their site's OSF page.  

Materials. We will use the same manipulations and outcome variable questions reported 

in Turri et al. (2015). We will also test two additional vignettes (“Fake Barn/Gerald” vignette 

from Colaca et al., 2014; “Diamond/Emma” vignette from Nagel, San Juan, & Mar, 2013) 

alongside the original Turri et al. (2015) Experiment 1 “Darrel” vignette (see Appendix B). The 

“Gerald” vignette did not have matched knowledge and ignorance control conditions similar to 

Turri et al. (2015). Therefore, we altered the “Gerald” vignette and its controls to more closely 

resemble the “Darrel” vignette from Turri et al. (2015). We then pretested these vignettes for 

comprehension (about 90% comprehension rate across vignettes) and tested controls for 

expected rates (i.e., knowledge control viewed largely as knowledge, M = 76.91, SD = 30.3; 
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ignorance control largely viewed as ignorance, M = 10.12, SD = 21.61; pretest means and 

standard deviations for each vignette reported in Appendix B). All materials used in this 

replication, including the details of these vignettes and related pretests, are available on our OSF 

page (Hall et al., 2018).  

Each contributor site will pre-register their individual study on an OSF page connected to 

this parent pre-registration. We will also record demographic information4 that will include 

additional questions not reported in the original study for the use of exploratory analyses (e.g., 

participant race/ethnicity, years of education, age, country of residence, country of origin, and 

gender). In addition, the original study asked participant language proficiency by asking, “Did 

you take this test in your native language?” to exclude non-English speaking participants. 

However, given that many of our contributing sites are bi- or multilingual, we will instead ask 

how well participants speak the language in which they are being tested and if said language is 

their first language.  

Furthermore, each site will ask participants a set of funneled debriefing questions to 

assess participant knowledge of the study hypotheses (see Appendix B). To achieve this, each 

site will read their sample's responses one-by-one and exclude participants based on their level of 

awareness and note the particular reason for exclusion, and we will include these findings in an 

exploratory results section. To support another project, we also have partnered with Satchell et 

al. (2018) to collect information about common participant study experiences using a short list of 

12 questions (see Appendix C). Labs are encouraged, but not required to collect data from 

 
4Due to ethics considerations (e.g., EU policies regarding collecting certain demographic 
questions), individual sites may opt out of measuring specific descriptive demographic questions 
(e.g., race/ethnicity) on a case-by-case basis.  
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participants using this measure and will coordinate individually with Satchell et al. (2018). If 

labs participate, Satchell et al.’s questionnaire will only be inserted entirely at the end of our 

entire study package. 

Participant language. As one method of controlling for comprehension of the vignettes, 

participants will be asked how well they speak the language in which they were tested, using a 4-

point scale (“very well”, “well”, “not very well”, and “not well at all”). Teams for whom 

participants’ primary language is other than English speakers must translate the study materials 

to their respective native language, and their translations must be approved by the PSA and 

CREP teams using the PSA procedures before they can be used with participants. 

To be approved by the CREP team, translated materials for non-English speaking 

participants are asked to translate using the Psychological Science Accelerator (PSA) guidelines 

(https://psysciacc.org/translation-process/; Behling & Law, 2000; Moshontz et al., 2018). All 

study sites planning to test participants in the same target language will work together in a 

concerted, consolidated effort to translate study materials to the target language using these 

procedures, resulting in a unified translation that will be used by all same-language sites. To 

begin this process, materials will first be translated from English to the target language by “A” 

translators -- resulting in document Version “A” (i.e., forward translation). Version “A” will then 

be translated back from the target language to English by “B” translators independently -- 

resulting in Version “B” (i.e. backward translation). Both “A” and “B” translators must have 

knowledge of both English and the target language, have familiarity with both source and target 

cultures, and have experience in test development. The “B” translators must be native English 

speakers and should not have worked with the specific test materials before. The backward 

translation and the original English test materials should be very similar.  
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Version “A” and “B” will then be discussed amongst translators “A” and “B” and the 

language coordinator, and discrepancies between version “A” and “B” will be identified and 

resolved among translators -- resulting in Version “C” (i.e., reconciled forward translation). 

Version “C” will then be tested on two non-academics fluent in the target language and then 

asked how they perceive and understand the translation. Possible misunderstandings are noted 

and again discussed as in the previous step. Finally, data collection labs read materials and 

identify any needed adjustments for their local participant sample. Adjustments are discussed 

with the language coordinator, who makes any necessary changes, resulting in the final version 

for each site. Final versions must then be submitted to the CREP for approval alongside their 

pre-registration, videotaped methods, and ethics approval.  

Importantly, while using the above-described translation procedure, we will endeavor to 

ensure the equivalence across the original and translated versions. The established vignettes 

contain potentially unfamiliar nouns depending on participants’ cultural experiences (e.g., 

tornadoes do not occur in certain regions). Therefore, we will allow labs to substitute culturally 

specific nouns with locally relevant ones during the translation process described above (e.g., 

replace “tornado” with “typhoon”). Noun changes will be considered during the translation 

process as part of each translation team's effort to achieve equivalence in translations and will be 

noted on our OSF.  

Data collection. Participants will be unaware of the specific hypotheses about Gettier 

intuitions and will not be informed that they are participating in a study about Gettier cases. 

Instead, participants will be told that this is a study about language using the exact language 

Turri and colleagues (2015) used in the original study (see Procedures). All participants will be 

randomly assigned (within each site) to one of three propositional knowledge conditions (i.e., 
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knowledge, Gettier, or ignorance) and then counterbalanced within the three presented vignettes 

(six possible condition orders), always beginning with “Darrel” and then randomizing between 

“Emma” and “Gerald” (two possible vignette orders)5. Thus, approximately one-third of all 

participants will be randomly assigned to each belief condition in all three vignettes. Each 

participating lab is required to randomize using a predefined list of vignette/condition orders - 

which will be pre-programmed into the single survey software used to collect data (i.e., 

SoSciSurvey) at all sites. Although randomization will  be pre-programmed into each site’s 

survey software, each site must describe the random assignment methods used in their pre-

registered plan - which must be approved by the CREP executive team.  

Procedure. Given that each contributing team must design their protocol using the 

standards and procedures set forth in this vetted manuscript, the details of each lab’s protocol 

will be consistent across labs. The CREP will only approve high-quality replication protocols 

that fit all the standards and procedures set forth in this manuscript. A typical procedural 

description would resemble the following.  

Participants will first be given an Informed Consent form, which includes the following 

statement used by Turri et al. (2015): “There are no known risks to you for participating. We 

hope that our results will add to scientific knowledge about how language works.” Once they 

have provided their informed consent, participants will be presented with each of the three 

vignettes, randomly assigned and counterbalanced into a knowledge condition (to which the 

experimenter should be unaware via masking). The three vignettes will be presented in random 

order. Each vignette will be randomly assigned to a belief condition and counter-balanced so that 

 
5 Resulting in 6 propositional knowledge condition order combinations, and randomizing order of presenting 

vignettes (6 possible order combinations), resulting in 36 possible flows in SoSciSurvey. 



RRR: TURRI, BUCKWALTER, & BLOUW (2015)                         25 

 

each participant experiences all three vignettes (“Darrel”, “Gerald”, and “Emma”) and all three 

belief conditions once (knowledge control, Gettier case, and ignorance control). Participants will 

be directed to their randomly assigned reading condition for each vignette (for full details of 

these vignettes, see Appendix B). 

After participants have read each assigned vignette, they will then be asked to respond to 

several questions before moving on to the next vignette. As in Turri et al. (2015), participants 

will first respond to a knowledge attribution question followed by comprehension question to 

control for understanding. Then, participants will answer a question about whether it was 

reasonable or unreasonable for the protagonist to believe what they believed (Turri et al., 2015). 

For measuring these two dependent variables and the comprehension control variable, we will 

use the same procedure used in the original study (Turri et al., 2015). That is, participants will 

not be allowed to go back to a previous page and change their answer, and questions will always 

be asked in the same order (knowledge/ comprehension/ reasonableness) for each vignette.  

After completing all confirmatory and exploratory questions for each vignette, 

participants will then be asked to answer a set of demographic, control, covariate, and study 

experience questions (see Appendix C). Control variables will include the language proficiency 

question described above and a set of funneled debriefing questions to check for explicit 

knowledge of our specific hypotheses. Covariates include all demographic and other variables 

that are measured at each site by each participant, including the test setting (tested online vs. 

face-to-face; tested individually vs. in group, compensated vs. uncompensated), participant age, 

gender (men, women, other), and years of education. All other demographic questions will be 

reported for solely descriptive purposes. We will also collect a large swathe of site level 

variables (i.e., regional SES related information, local climate, crime prevalence, etc.) for the use 
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of exploratory analyses. Also, as part of a Study Swap project (Chartier & McCarthy, 2018), 

contributing sites may opt into asking participants a set of additional questions about their study 

experience (Satchell, 2018; see Appendix C). We will collect responses to these questions, but 

we have no plans to use the information in any of our analyses.  

Participating labs are free to compensate participants using the standards of their 

lab/university. This could include extra credit, research credit, money, gift cards, or no 

compensation (we will measure compensation as a covariate). However, as previously 

mentioned, we will not permit the use of online survey services where participants are paid (e.g., 

MTurk), except for one large MTurk sample that will be collected by two of the authors 

(Chartier and Hall).  

Data collection stopping rules and exclusions. Each site will pre-register a minimum 

target sample size of 50 as a part of their OSF pre-registration, which must be approved by the 

CREP executive team prior to data collection. To be approved, contributing labs must 

demonstrate a sufficient random assignment method and the ability to reach a minimum required 

sample size (after exclusions are accounted for). Contributors can stop collecting data when they 

meet their pre-registered target sample size, or when the overall data collection deadline passes. 

Overall data collection will be stopped when the April 1st, 2020 deadline passes, or once all 

contributors have reached their pre-registered target sample size. Depending on the progress of 

the primary analyses, we cannot guarantee inclusion of projects submitted for review after this 

date. 

Participants in any laboratory must be excluded for any one of the following reasons: (1) 

if the participant is not the majority age of their country or older (unless parent/guardian waiver 

provided), (2) if the participant has taken part in a previous version of this study or in another 
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contributor’s replication of the same study, (3) if the participant fails to answer comprehension 

questions correctly, or (4) if the participant correctly and explicitly articulate knowledge of the 

specific hypotheses or specific conditions of this study when answering the funneled debriefing 

questions. We will also exclude participants who self-report their understanding of the tested 

language as “not well” or “not well at all”. We based this exclusion criteria on a recent study that 

found that non-native English speakers who self-report as “very well” and “well” tend to score in 

the “intermediate” and “basic” categories on an English proficiency test respectively, while those 

who self-report as “not well” and “not at all” tend to score in the “below basic” category 

(Vickstrom, Shin, Collazo, & Bauman, 2015). All excluded data will be included in the data files 

on the overall OSF page, along with the particular reason for why they were excluded.  

Analysis Plan 

Proposed Analytic Strategy and Sample Size Justification  

For this experimental mixed factorial design, we will analyze the primary and secondary 

hypothesized outcomes (i.e., knowledge and reasonableness attribution visual analogue scales, 

respectively) with multilevel modeling (for a visualization of this data structure, see Figure 3). In 

these analyses, participants in the contributing labs will be presented with a set of three stimuli 

(i.e., “Darrel”, “Gerald”, and “Emma” vignettes). As belief condition will also be random for 

each stimulus and each participant, this design feature will further give rise to a cross-classified 

data structure, where participants are nested within higher-level units formed by crossing two or 

more higher-level classifications with one another to fully account for the nesting of participants 

(i.e., participants are not only nested within their own labs, but also with regards to the 

conditions they have been exposed to).  

The order of vignettes and their conditions will be randomized without replacement, such 

that participants will first be assigned to one of three vignettes (“Darrel”, “Emma”, or “Gerald”) 
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in one of the three belief conditions (knowledge control, Gettier case, or ignorance control). The 

remaining two vignettes will then be presented in random order, each also randomized and 

counter-balanced to one of the remaining two belief conditions until all participants have been 

exposed to all three vignettes and all three conditions once. Participants will be asked several 

questions after reading each vignette. We will use this model to test whether the effects of the 

independent variable (i.e., knowledge condition) on the continuous dependent variables (i.e., 

visual analogue scale responses for knowledge and reasonableness) are robust to 

covariates/interactions (i.e., sensitivity test). 

 

Figure 3: Data Structure. Total sample size includes a sample of labs (target lab sample size is 

50) each nested with a sample of participants (minimum participant sample size is 50) which are 
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cross classified with a sample of three vignettes (stimuli). Each assigned vignette is randomized 

to one of three conditions (ignorance control, Gettier case, or knowledge control).  

 

Participant sample size. To estimate the required number of units needed in each level 

(i.e., vignettes, participants, labs) of our two primary three-level linear models (knowledge and 

reasonableness) for adequate power, we used R package “simr” (Green & MacLeod, 2016). We 

simulated 1,000 datasets (using the “powerSim” function) several times for different model 

specifications. We simulated distributions of the primary response variable based on the means 

and standard deviations of the data we collected during a pretest (Hall et al., 2018), which met 

assumptions for the analyses.  

To estimate the difference in knowledge attribution rates between participants in the 

Gettier case condition and participants in the ignorance control condition for the power analysis, 

we used the Cramér’s V (.509) reported in Experiment 1 of Turri et al. (2015) and the observed 

unstandardized beta from our pretest data to roughly estimate a standardized fixed effect for the 

model (β = .5). We assumed that our test will likely find a smaller effect size closer to the 

average (i.e., regression toward the mean; β = .3) because our estimates were drawn from non-

random samples using two imperfectly correlated measures and because an effect size of .5 is 

probably an extreme outlier within the distribution of all possible tests. We estimated a small 

difference (β = .10) in knowledge attribution rates between participants in the Gettier case 

condition and participants in the knowledge control condition based on our pretest data (Hall et 

al., 2018) and the small significant effects sometimes found in the literature, also assuming 

regression toward the mean for the same reason (e.g., Machery et al., 2015; Starman & 

Friedman, 2012).  
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We then explored several simulations with varying study parameters based on the pretest 

data we collected (Hall et al., 2018) and the original study (Turri et al., 2015). We investigated 

how this specified model could reach 90% power with an alpha of .05. We chose 90% power 

because we wanted to allow for a strong chance to detect a more accurate estimate of the effect 

sizes reported in the original publication, especially since there may be a small effect that went 

undetected in the original study (Hall et al., 2018). Additionally, effect sizes in the literature are 

often overestimates of the true effect size (Brandt et al., 2014; Greenwald, 1975; Open Science 

Collaboration, 2015; Simonsohn, 2013).  

We used the R function “powerCurve” (Green & MacLeod, 2016) to simulate data along 

several participant site sample sizes while holding vignette sample size (N = 3) and lab sample 

size (N = 9) constant to determine what site sample sizes we need to achieve 90% power to 

detect a real (between-subjects) effect of condition on knowledge attribution. These simulations, 

available on our OSF project page (Hall et al., 2018), suggest that to be powered enough (90.2%, 

95% CI [88.19, 91.97]) to detect a real between-subjects effect while accounting for the crossing 

and nesting of our data, we will need 3 vignettes per participant, 32 participants per lab, and 9 
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labs (288 total participants, 864 total observations; see Figure 4). 

 

Figure 4: “powerCurve” (Green & MacLeod, 2016) plot for total number of participants needed 

(across all labs) to detect a small effect of condition (β = .1) on knowledge attribution, with 

vignette count (N = 3) and lab count (N = 9) held constant.  

 

However, the power estimated by these conventional power analyses may differ non-

trivially in the presence of effect heterogeneity - which has been shown to be an issue, even in 

large multilab studies (i.e., Many Labs) with minimal study variation (Kenny & Judd, 2019). For 

instance, when a study demonstrates some effect heterogeneity and a small to medium effect 

size, there is a non-trivial chance of finding a significant effect in the opposite direction from the 

average effect size reported in the literature as well as a non-trivial probability of detecting an 

effect in the wrong direction (i.e., the effect is positive, but the test actually shows a significant 

negative effect): This probability increases as N increases (Kenny & Judd, 2019). For these 

reasons, Kenny & Judd (2019) recently concluded that multiple smaller studies are preferable to 
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a single large one, and that many smaller studies that vary those irrelevancies can likely tell us 

more than one single large study.  

Rather than requiring a considerably larger participant sample size for each site in order 

to provide a better powered test to detect interaction effects of covariates, we instead weighed the 

important trade-offs between study feasibility for undergraduate students in a classroom setting 

and power for covariates. Due to the pedagogical focus of this project, we decided to prioritize 

study feasibility for undergraduate students (N = 50) rather than requiring a larger, more 

representative sample from each site (N > 100). Thus, any exploratory analyses of covariates and 

their interactions will be interpreted with caution.   

Laboratory sample size. In terms of participating labs, we currently have 45 sites signed 

up. The PSA currently has over 450 labs within its global network, and the CREP currently 

works with 29 labs. Other multilab projects, such as ManyLabs, have similarly collected data 

from 20 to 30 contributing sites. In addition to this network of labs, AMMPS will make an 

additional call for contributing labs through APS. Because of the CREP’s educational aims, we 

will continue to accept contributing labs until February 1, 2020, even after adequate power has 

been reached. Given these numbers, past experiences of our team, and the low resource 

requirements of this study, we are confident in our ability to collect from at least 50 labs. This 

will give us more than adequate power to detect our primary effect of interest, as well as provide 

a rich and broad data set that other researchers can analyze to make secondary contributions. 

Given that individual site samples may experience some data loss (we estimate at least 

10% from comprehension exclusion based on pretest data, Hall et al., 2018), we will require a 

pre-registered minimum sample size of 50 participants (after exclusions) at each site to ensure 

that each data collection is reasonably powered. To incentivize sites to collect well powered 
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samples and provide students with quality lab experiences, the CREP awards sites with a 

completion certification award for meeting the required sample size. To qualify for the CREP 

completion award for this study, a site must sample at least 50 participants. The CREP 

completion award is a certificate presented to participating lab members for their high-quality 

work upon completion of the CREP study. 

Stimulus sample size. To determine which vignettes (i.e., stimuli) to sample from the 

experimental philosophy literature, we first searched the literature thoroughly for all articles 

relating to Gettier intuitions. We then evaluated the vignettes found in these articles based on 

several criteria: similarity, quality, and influence. Because our goal is to replicate findings from 

Turri and colleagues’ Experiment 1 (which used a counterfeit object Gettier case), we decided to 

only sample other counterfeit object vignettes to test the generality of this class of Gettier type 

cases, in lieu of testing Gettier type cases more broadly. Thus, we first determined if a given 

vignette was a counterfeit object Gettier case or if it was a different type of Gettier case (e.g., 

evidence replacement), and then kept only counterfeit cases. Then, we noted whether a given 

vignette had matched controls similar to those found in Turri et al. (2015) and kept only those 

that did. We then evaluated the influence of the remaining vignettes based on how many times an 

iteration of the vignette has been tested in the literature. Through this process, the “Gerald” 

vignette (i.e., fake barn case) and the “Emma” vignette (i.e., the counterfeit diamond case) were 

selected. 

Planned Analyses 

In total, [X] labs applied to participate in this multilab replication. [X] labs were unable 

to participate, [X] did not collect enough data; [X] dropped out prior to data collection, resulting 

in a final lab count of [X]. Contributing labs represent [X] continents ([X from Africa, X from 
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South America, X from North America, X from Asia, X from Europe, and X from Oceania) with 

participants residing in [X] countries [X from Brazil, X from Switzerland, X from Singapore, 

and so on]. [X labs committed to collecting the minimum participant sample size (N = 40), and X 

labs committed to collecting a larger, more representative sample (N = 100) for the purposes of 

exploratory analyses. All participating labs submitted their dataset and analysis report for review 

to the CREP team. All datasets were required to be submitted using a template dataset that must 

pass a quality check (raw data files checked for errors; post analysis scripts, codebook, and 

cleaned data files checked for errors; and narrative summary of project findings compared to data 

and analysis for errors). For strictly educational purposes, contributors chose which analyses to 

perform on the effects of condition on the continuous knowledge attribution variable (Y1) and the 

continuous reasonableness attribution variable (Y2) on their site sample. We did not provide any 

specific plans for sites to analyze their data, and instead allowed sites to choose which analyses 

to perform (Silberzahn et al., 2018). Full details of these analyses are available via this study’s 

pre-registration on the OSF project page (https://osf.io/n5b3w/). 

Although, we did not direct instructors and students to use specific analyses, we did 

provide support as they determined which analyses to pre-register and provided feedback on the 

subsequent analysis reports at each site6, [X sites chose to perform a mixed effect ANOVA; X 

sites chose to perform a two-level linear regression analysis; X sites dichotomized the visual 

analogue scale responses and performed a two-level logistic regression analysis, and so on]. We 

also provided a data template with variable naming conventions on our OSF page which 

contributor sites were required to use when submitting their sample data (available on our OSF). 

The results of site level analyses will be included on each site’s pre-registered OSF page. The 

 
6 We may write about these analytic choices in a later publication. 
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datasets from each lab were included, regardless of their results, providing a more unbiased study 

of the effect.  

The typical goal of an RRR is to provide a more precise effect size estimate by 

combining the results of a number of independently conducted direct replications - typically 

using a meta-analytic approach. Our goal for this RRR continues this trend; however, we instead 

aggregated individual participant data from each site in order to conduct a pair of multilevel 

linear regression analyses that account for the nesting of data and treats the tested vignettes as a 

random factor. The purpose of these analyses is to determine a more accurate effect size estimate 

for Gettier intuitions (Brandt et al., 2014), rather than to “fail” or “succeed” at replicating the 

original results. Therefore, we combined all site data that passed the CREP quality check (see 

above) into one data file containing all individual participant data [X were excluded due to 

DESCRIBE QUALITY ISSUES; X labs remain in the primary analyses], which we analyzed 

with two multilevel models: one on the continuous knowledge attribution measure and one on 

the continuous reasonableness attribution measure. We performed these analyses to test whether 

the effects of the primary between-subjects factor (belief condition and laboratory) and the 

exploratory within-subjects factor (vignette condition) on the given outcome variable 

(knowledge or reasonableness) are robust to covariates/interactions (i.e., sensitivity test).  

Authors, Jordan Wagge and Braeden Hall, wrote the R scripts, simulated data, and 

analyzed power for the overall and site analyses before any data were collected. The two 

multilevel linear regression analysis R scripts include assumption tests and analyses of the 

overall effect of belief condition (Knowledge, Gettier, Ignorance) on the primary outcome 

(knowledge attribution) and the secondary outcome (reasonableness attribution). Within these 

models, vignette was tested as a random (within-subjects) factor, condition was tested as a fixed 
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(between-subjects) factor, and labs were tested as a random (between-subjects) factor. We also 

fitted these models with several exploratory covariates, including participant gender, years of 

education, age, and three test setting lab variables (online vs. in person; in group vs. individually; 

compensated or not compensated). This will allow us to look at the extent to which the use of 

Gettier intuitions are prevalent within this sample of the general public. Exploratory analyses 

will also allow us to test the extent to which there are individual, lab, and stimulus differences; 

although, we will be cautious when interpreting these results. Other exploratory analyses will 

include the other covariates described below that are collected at every site. 

Before we performed these analyses, we tested assumptions on our data. We first checked 

the data for linearity. [If a non-random trend emerges, we will then attempt to include a higher 

order (country level-4 units) to see if that resolves the issue. This will suspend all power 

considerations reported earlier in the manuscript] For these two multilevel linear regression 

analyses, level-1 units (vignettes) were tested as a random factor crossed with the level-2 units 

(participants) that are nested in the level-3 units (lab sites). [If we have enough participating 

countries (>20 countries) to provide adequate power and if our model ends up requiring adding 

another higher order to correct for data dependence, we will then test whether adding country of 

residence as a level-4 cluster unit, grouped into UN regions (i.e., Africa, Asia, North America, 

Oceania, etc.) improves the model or not.]  

Knowledge attribution. Given that we are primarily interested in the relationship 

between the hypothesized level-2 between-subjects predictor (X1) and the two hypothesized 

outcome variables (knowledge, Y1; and reasonableness, Y2), we first performed the analysis using 

solely the primary hypothesized independent variable (belief condition) without any other 

covariates for the purpose of trying to estimate the overall individual level effect (fixed slope) on 
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the primary hypothesized outcome (i.e., null model). In other terms, we determined the effect on 

knowledge attribution across all samples, not accounting for covariates, vignette differences, or 

lab differences. We found that the overall effect of belief condition was 

[insignificant/small/medium/large, β = .XX, 95% CIs [X.XX, X.XX]]. We then tested the model 

fit for each analysis using likelihood ratio (LR) chi-square difference tests to determine whether 

each unit level should be tested as a random or fixed factor and whether covariates improved the 

model (Gelman & Hill, 2007, Chapter 17; see Table 1).  

To assess the model fit of our data, we used the commonly used nested model test using 

maximum likelihood estimation (Snijders & Bosker, 2012). Next, we wanted to determine if the 

effects of the primary independent variable (belief condition) on knowledge attribution differed 

by vignette, participant, or lab. To accomplish this, we built an unconditional base model for the 

knowledge attribution predictor to calculate the intra-class correlation coefficients (ICC) for 

vignette, participant, and lab variation. The ICCs for vignettes, participants, and labs in the 

dataset measures the percentage of variation explained by each level, such that vignettes 

accounted for [X.XX%, 95% CI [X.XX, X.XX] of the raw variation in the dataset, participants 

accounted for [X.XX%, 95% CI [X.XX, X.XX] of the raw variation in the dataset, and labs 

accounted for [X.XX%, 95% CI [X.XX, X.XX] of the raw variation in the dataset.  

Given that this base model did not include any other predictor variables, the total effect 

on knowledge attribution for a typical vignette within a typical participant corresponds directly 

with the fixed slope [X]; such that participants in the Gettier condition attributed knowledge 

across a visual analogue scale X more/less than participants in the knowledge control condition, 

and X more/less than participants in the ignorance control condition (see Figure 4). To calculate 

the overall effect on knowledge attribution, we first calculated the given effect of each vignette - 
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which we then used to calculate the random intercept variance [X]. [Because the CIs for 

knowledge attribution in the [knowledge control/Gettier case/ignorance control condition] [do/do 

not] cross 50, we [can/cannot] conclude that participants’ judgments differed from chance.] 

 

Figure 4. Example plot using simulation data to visualize the predicted difference between each 

condition, where Condition V1 is the estimated predicted difference between the Gettier case and 

the knowledge control (b = X.XX, t(XXX) = X.XX, p = .XX, 95% CI [X.XX, X.XX]) and 

Condition V2 is the estimated predicted difference between the Gettier case and the ignorance 

control (b = X.XX, t(XXX) = X.XX, p = .XX, 95% CI [X.XX, X.XX]).  

 

Next, the level-1 residual [X] corresponds to the deviation of the specific effects of 

attributing knowledge within a given vignette from the overall effect of attributing knowledge 

across all vignettes - demonstrating that the intercept [varies/does not vary]. Given that the 
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subsequent random intercept variance [X], was [small-large], this indicates that individual 

participants have [more/the same] opportunities of attributing knowledge in some vignettes than 

in others. [indicate which vignettes were likely to result in more/less knowledge attribution in 

which condition]. [None/Two/Three] of the sampled vignettes were significantly correlated to 

each other: a set of Pearson correlation coefficient tests indicated that there was a [non-

/small/medium/large] significant positive/negative association between the knowledge attribution 

response rates in the Darrel vignette and the knowledge attribution response rates in the Emma 

vignette, (r(XXX) = .XX, p = .XXX), a [non-/small/medium/large] significant positive/negative 

association between the Darrel vignette and the Gerald vignette, (r(XXX) = .XX, p = .XXX), and 

a [non-/small/medium/large] significant positive/negative association between the Emma 

vignette and the Gerald vignette, (r(XXX) = .XX, p = .XXX). These [small/medium/large] [non-

/significant] correlations coupled with the [low/moderate/high] Intraclass Correlation Coefficient 

that suggests that the vignette factor accounted for X.XX%, 95% CI [X.XX, X.XX] of the raw 

variation in the dataset provides [weak/moderate/mixed/strong] evidence that [none/at least 

two/all three] of our repeated measures (vignettes) demonstrated [poor/fair/excellent] reliability 

with each other. [When interpreting these ICCs, we will use Rosner’s (2006) suggested criteria, 

where an ICC of less than 0.4 indicates poor reliability, an ICC greater than or equal to 0.4 but 

less than 0.75 indicates fair to good reliability, and an ICC great than or equal to 0.75 indicates 

excellent reliability.]  

 

Table 1: Multilevel models of knowledge attribution; 

(Dependent variable: Knowledge attribution;  

Fixed: intercept, belief condition (base = Gettier)) 
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 Constant  Knowledge  Ignorance  

Model Est. s.e. Est. s.e. Est. s.e. 

I = Null 
(includes 
condition) 

X.X X.X X.X X.X X.X X.X 

II = I + 
vignette  

X.X X.X X.X X.X X.X X.X 

III = II + 
lab 

X.X X.X X.X X.X X.X X.X 

IV = III + 
test setting  

X.X X.X X.X X.X X.X X.X 

V = IV + 
education 

X.X X.X X.X X.X X.X X.X 

VI = V + 
gender 

X.X X.X X.X X.X X.X X.X 

 

Fixed (Continued): Vignette (base = Darrel vignette) 

 Gerald  Emma  

Model Est. s.e. Est. s.e. 

I X.X X.X X.X X.X 

II  X.X X.X X.X X.X 

III  X.X X.X X.X X.X 

IV  X.X X.X X.X X.X 

V  X.X X.X X.X X.X 

VI  X.X X.X X.X X.X 

 

Fixed (Continued): Test setting (base = in person; base = individually; base = not translated) 

 Online  In group  Translated   
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Model Est. s.e. Est. s.e. Est. s.e. 

I X.X X.X X.X X.X X.X X.X 

II  X.X X.X X.X X.X X.X X.X 

III  X.X X.X X.X X.X X.X X.X 

IV  X.X X.X X.X X.X X.X X.X 

V  X.X X.X X.X X.X X.X X.X 

VI  X.X X.X X.X X.X X.X X.X 

 

Fixed (Continued): Country (base = U.S.A.)  

 Turkey  Brazil  China  And, so 
on... 

Model Est. s.e. Est. s.e. Est. s.e. ... 

I X.X X.X X.X X.X X.X X.X ... 

II  X.X X.X X.X X.X X.X X.X ... 

III  X.X X.X X.X X.X X.X X.X ... 

IV  X.X X.X X.X X.X X.X X.X ... 

V  X.X X.X X.X X.X X.X X.X ... 

VI  X.X X.X X.X X.X X.X X.X ... 

 

Fixed (Continued): Gender (base = female) 

 Male  

Model Est. s.e. 

I X.X X.X 

II  X.X X.X 

III  X.X X.X 
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IV  X.X X.X 

V  X.X X.X 

VI  X.X X.X 

 

Random  

 Vignette    Participant    Lab   Log-Lik 

Model Var. s.e. s.d. Var. s.e. s.d. Var. s.e. s.d.  

I X.X X.X X.X X.X X.X X.X X.X X.X X.X X.X 

II  X.X X.X X.X X.X X.X X.X X.X X.X X.X X.X 

III  X.X X.X X.X X.X X.X X.X X.X X.X X.X X.X 

IV  X.X X.X X.X X.X X.X X.X X.X X.X X.X X.X 

V  X.X X.X X.X X.X X.X X.X X.X X.X X.X X.X 

VI  X.X X.X X.X X.X X.X X.X X.X X.X X.X X.X 

 

With the fixed-effects and random-effects specified, we then added in explanatory 

variables. In this phase, we wanted to test how knowledge attribution rates differ across vignettes 

and labs when also accounting for all predictors. That is, we wanted to know whether vignette 

and lab factors account for the random slope. For this purpose, we built a constrained and 

augmented intermediate model by adding level-2 predictors (belief condition, gender, age, and 

education), level-3 predictors (in group vs. individually and online vs. in person), and their cross-

level interactions, and then performed a likelihood ratio test for the given outcome variable to 

determine whether considering the cluster-based (vignettes, participants, and labs) variation of 

the effect of the lower level variables improves the model fit (X(1) = X.XX, p = .XX). The 

results were [non-significant/significant], suggesting that addition of the random slopes [did/did 
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not] improve the fit of the model. Therefore, the [fixed/random-intercept/slope model] appears to 

be the best fit.  

In the last phase of this analysis, we created a final model based on our prior models by 

either including the random terms or not for each factor, and then we added the cross-level 

interactions for knowledge attribution. By doing this, we can infer whether the effects of the 

independent variables on the dependent variable are robust to covariates/interactions (i.e., 

sensitivity test). In terms of the level-2 effect, the first three models provide us with two terms of 

interest, the fixed slope [X] and the random slope variance [X] for each level. The fixed slope 

represents the general effect of the primary independent variable (belief condition) on knowledge 

attribution. Condition [did/did not] significantly predict knowledge attribution rates (B = 

XX.XX, β = .XX, p =.XXX) and [significantly accounted for X.XX% of the variance/did not 

significantly account for any of the variance], (R2 = .XX, F(X,XX) = X.XX, p = .XX).  

The residual term associated with the primary independent variable [X] provides a 

yardstick for determining the size of the effect variation and corresponds to the deviation of the 

specific effects of the primary independent variable across all vignettes and laboratories 

(Sommet & Morselli, 2017). The random slope variance for vignettes was [X, p = .XX], 

indicating that the variation of the effect of the primary independent variable (belief condition) 

from one vignette to another was [small/moderate/large/non-significant]. The random slope 

variance for labs was [X, p = .XX], indicating that the variation of the effect of the primary 

independent variable (belief condition) from one lab to another was 

[small/moderate/large/nonsignificant] (see Figure 5 for visualization of lab variation). 
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Figure 5. Example plot using simulation data to visualize the knowledge attribution multilevel 

model that allows for a random intercept and random slope for labs, where 0 = Gettier cases, 1 = 

knowledge controls, and 2 = ignorance controls. Actual data will be plotted based on the model 

of best fit.  

 

 False discovery rate. To correct for family-wise error rates that arise from testing related 

dependent variables, we will use a corrected alpha cut-off criterion. In our MTurk pretest of US 

participants, the knowledge variable and the exploratory ability/luck variable were significantly 

correlated in each vignette (“Gerald”, r = .476, p < .001; “Emma”, r = .434, p < .001; “Darrel”, r 

= .592, p < .001). Whereas the knowledge dependent variable and reasonableness dependent 

variable were weakly significantly correlated in two of the vignettes (“Emma”, r = .202, p = 
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.009; and “Darrel”, r = .323, p < .001), and non-significant in the third (“Gerald”, r = .128, p = 

.099). These preliminary data demonstrate a need to lower our false discovery rate to correct for 

the family-wise error rate of three related tests which we will do by using the Benjamini–

Hochberg procedure as well as performing bootstrapping to obtain confidence intervals for each 

correlation using Fisher's transformation.  

Covariate analysis plan. We then fit a covariance structure to this final model that 

specified the form of the variance-covariance matrix. We attempted fitting data with three 

common structures (variance components, diagonal, and unstructured) and tested differences 

between these fits with a goodness of fit test (BIC) to determine which covariance structure fits 

the data best (see Table 2); [results suggest that an unstructured covariance structure fits the data 

best, X(1) = X.XX, BIC = XX.XX, p = .XXX. If the model has convergence problems, we will 

try to increase the number of iterations, change tolerance levels, change optimization methods 

(e.g., BOBYQA optimizer instead of the Nelder-Mead optimization routine), and simplify the 

model by removing the random effect of vignette and the random effect of lab, in that order. 

 

Table 2: Covariance Structure 

Covariance Structure  (X)(1) BIC p 

variance components  X.XX X .XX 

diagonal  X.XX X .XX 

unstructured X.XX X .XX 

 

In a covariate analysis, we then added each covariate to the model and compare the 

models to determine whether each covariate improved the model or not (see Table 3 for model 

comparisons; see Table 4 for beta coefficient estimates for each predictor). However, because 
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most of our site samples likely lacked adequate power to detect the effects of covariates and were 

not very representative or balanced regarding participant-level covariates, results from Table 3 

and 4 should be interpreted carefully.  

 

Table 3: Covariates – Model Comparisons  

Covariates  (X)(1) BIC p 

Participant Covariates     

    Years of education  X.XX X .XX 

    Age X.XX X .XX 

    Gender  X.XX X .XX 

Lab Covariates     

    Online vs. In person X.XX X .XX 

    Individual vs. In group X.XX X .XX 

Compensated vs. Not X.XX X .XX 

 

Table 4: Covariates – Unstandardized (B) and Standardized (β) Beta Coefficients 

Covariate B SE B β t p 

Participant Covariates       

    Years of education  XX.XX X.XX .XX X.XX .XX 

    Age XX.XX X.XX .XX X.XX .XX 

    Gender  XX.XX X.XX .XX X.XX .XX 

Lab Covariates       

    Online vs. In person XX.XX X.XX .XX X.XX .XX 

    Individual vs. In group XX.XX X.XX .XX X.XX .XX 

    Compensated vs. Not XX.XX X.XX .XX X.XX .XX 
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Reasonableness attribution. We then analyzed an identical multilevel model for the 

reasonableness attribution dependent variable. We found [no/ a small/medium/large] effect of 

condition on reasonableness attribution (see Table 5), indicating that differences in knowledge 

attribution rates [are/are not] due to perceived differences of what is reasonable for a given 

protagonist to believe. Condition [did not] significantly predicted reasonableness attribution rates 

(B = XX.XX, β = .XX, p =.XXX) and [did not] significantly account[ed] for [any/X.XX%] of the 

variance, (R2 = .XX, F(X,XX) = X.XX, p = .XX). The residual term associated with the primary 

independent variable [X] provides a yardstick for determining the size of the effect variation and 

corresponds to the deviation of the specific effects of the primary independent variable across all 

vignettes and laboratories (Sommet & Morselli, 2017). The random slope variance for vignettes 

was [X, p = .XX], indicating that the variation of the effect of the primary independent variable 

(belief condition) from one vignette to another was [small/moderate/large/non-significant]. The 

random slope variance for labs was [X, p = .XX], indicating that the variation of the effect of the 

primary independent variable (belief condition) from one lab to another was 

[small/moderate/large/nonsignificant] (see Figure 4 for visualization of lab variation). 

 

Table 5: Multilevel models reasonableness attribution; 

(Dependent variable: Reasonableness attribution;  

Fixed: intercept, belief condition (base = knowledge case)) 

 Constant  Gettier  Ignorance  

Model Est. s.e. Est. s.e. Est. s.e. 

I = Null 
(includes 

X.X X.X X.X X.X X.X X.X 
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condition) 

II = I + 
vignette  

X.X X.X X.X X.X X.X X.X 

III = II + 
lab 

X.X X.X X.X X.X X.X X.X 

IV = III + 
test setting  

X.X X.X X.X X.X X.X X.X 

V = IV + 
education  

X.X X.X X.X X.X X.X X.X 

VI = V + 
gender 

X.X X.X X.X X.X X.X X.X 

 

Fixed (Continued): Vignette (base = “Darrel” vignette) 

 Gerald  Emma  

Model Est. s.e. Est. s.e. 

I X.X X.X X.X X.X 

II  X.X X.X X.X X.X 

III  X.X X.X X.X X.X 

IV  X.X X.X X.X X.X 

V  X.X X.X X.X X.X 

VI  X.X X.X X.X X.X 

 

Fixed (Continued): Test setting (base = in person; base = individually; base = compensated) 

 Online  In group  Not 
Compensated 

 

Model Est. s.e. Est. s.e. Est. s.e. 

I X.X X.X X.X X.X X.X X.X 

II  X.X X.X X.X X.X X.X X.X 
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III  X.X X.X X.X X.X X.X X.X 

IV  X.X X.X X.X X.X X.X X.X 

V  X.X X.X X.X X.X X.X X.X 

VI  X.X X.X X.X X.X X.X X.X 

 

Fixed (Continued): Country (base = U.S.A.)  

 Turkey  Brazil  China  And, so 
on... 

Model Est. s.e. Est. s.e. Est. s.e. ... 

I X.X X.X X.X X.X X.X X.X ... 

II  X.X X.X X.X X.X X.X X.X ... 

III  X.X X.X X.X X.X X.X X.X ... 

IV  X.X X.X X.X X.X X.X X.X ... 

V  X.X X.X X.X X.X X.X X.X ... 

VI  X.X X.X X.X X.X X.X X.X ... 

 

Fixed (Continued): Gender (base = female) 

 Male  

Model Est. s.e. 

I X.X X.X 

II  X.X X.X 

III  X.X X.X 

IV  X.X X.X 

V  X.X X.X 

VI  X.X X.X 
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Random  

 Vigne
tte  

  Partici
pant  

  Labor
atory  

  Log-
Lik 

Model Var. s.e. s.d. Var. s.e. s.d. Var. s.e. s.d.  

I X.X X.X X.X X.X X.X X.X X.X X.X X.X X.X 

II  X.X X.X X.X X.X X.X X.X X.X X.X X.X X.X 

III  X.X X.X X.X X.X X.X X.X X.X X.X X.X X.X 

IV  X.X X.X X.X X.X X.X X.X X.X X.X X.X X.X 

V  X.X X.X X.X X.X X.X X.X X.X X.X X.X X.X 

VI  X.X X.X X.X X.X X.X X.X X.X X.X X.X X.X 

 

Exploratory analysis plan. One unique facet of CREP studies is that student 

contributors are encouraged to add extensions to their replication (referred to as Direct+Plus 

replications), which could involve testing conditions or measures in their local sample after 

testing the direct portion of the replication protocol (retaining all direct aspects put forward in 

this protocol). Attempting to replicate prior research provides students with experience in 

methodology and research design and encouraging students to design and test their own 

extensions provides them experience in planning, pre-registering, and testing their own 

hypotheses. Each contributing site that elects to participate in a Direct+Plus replication will be 

required to pre-register an independent power analysis and required sample size (for adequate 

power) that includes all planned Direct+Plus analyses. We will provide assistance with these 

power analyses by helping simulate data in R. All teams participating in the same Direct+Plus 

extension may pool samples to meet the required sample size.  

Although we will require a relatively small sample size for the purpose of the 

confirmatory analyses described above (the primary stream of data collection), we will also 
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facilitate a secondary stream of data collection by rewarding contributors who commit to 

collecting a larger, more representative sample (N = 100) with recognition through author order 

as well as a CREP quality award. Data from this exploratory stream of data collection will be 

released as part of the data release plan to allow other researchers to perform exploratory 

analyses on this larger set of data. We will report these analyses in an exploratory section in the 

post-data Phase 2 manuscript as well as on our OSF page.  

Discussion 

X 
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Appendix A 

Dummy Coding of Variables 

Independent variable (IV1):  
● Vignette type, tested once for each participant, recorded in data output, dummy coded as: 

○ ConditionV1 
■ “Darrel” vignette = 0 
■ “Gerald” vignette = 1 

○ ConditionV2 
■ “Darrel vignette = 0 
■ “Emma” vignette = 1 

Independent variable (IV2):  
● Reading condition, randomly assigned to participant, recorded in data output, dummy coded as: 

○ ConditionV1 
■ Gettier case = 0 
■ Knowledge control = 1 

○ ConditionV2 
■ Gettier case = 0 
■ Ignorance control = 1 

 
Dependent variable (DV1): 

● Used as dependent variable in first multilevel linear regression analysis. 
● Knowledge attribution measured continuously from “only believes” to “knows”. 

Dependent variable (DV2): 
● Used as dependent variable in second multilevel linear regression analysis. 
● Reasonableness attribution measured continuously from “unreasonable” to “reasonable”. 

 
The following level-2 and level-3 variables will be included as predictors when constructing the random 
intercept model for each dependent variable (means and standard deviations will be calculated and 
reported for each). 
Level-1 variables: 

● Gender, measured as an open-ended string response, will be grouped into three nominal 
categories (female, male, other). If we end up with enough participants who identify in the 
“other” category for a sufficiently powered comparison, then gender will be dummy coded as: 

○ Gender1 
■ Female = 0 
■ Male = 1 

○ Gender2 
■ Female = 0 
■ Other = 1 

● Race/ethnicity, measured as an open-ended string response, then grouped into similar nominal 
categories, dummy coded as: 

 

  Race1 Race2 Race3 Race4 Race5 Race6 Race7 

Black/African descent 1 0 0 0 0 0 0 
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White/European 
descent 

0 0 0 0 0 0 0 

Latin/Hispanic descent 0 1 0 0 0 0 0 

Native American 
descent 

0 0 1 0 0 0 0 

Asian descent 0 0 0 1 0 0 0 

Southeast Asian descent 0 0 0 0 1 0 0 

Hawaiian/Pacific 
Islander descent 

0 0 0 0 0 1 0 

Native Australian 
descent 

0 0 0 0 0 0 1 

 
● Age, measured as an open-ended continuous response which can range from 0 to 120. 

 
● Country of residence, measured as an open ended string response, and then grouped by country 

and dummy coded. 
○ Countries will be coded accordingly: 

 

  Region 
1 

Region 
2 

Region 
3 

Region 
4 

Region 
5 

Africa 1 0 0 0 0 

Europe 0 1 0 0 0 

Oceania 0 0 1 0 0 

Asia  0 0 0 1 0 

North America  0 0 0 0 0 

Latin 
America/Caribbean 

0 0 0 0 1 

 
Level-2 variables: 

● Test setting variables: 



RRR: TURRI, BUCKWALTER, & BLOUW (2015)                         62 

 

○ Setting 
■ Measured dichotomously as whether they took the test in person or remotely, 

dummy coded as:  
● Took test in person = 0 
● Took test remotely = 1 

○ Group size 
■ For those tested in person, measured dichotomously as whether they were tested 

in a group or individually, dummy coded as: 
● Took test in a group = 0 
● Took test individually = 1 

○ Compensated 
■ For those compensated, measured dichotomously as whether they were 

compensated or not compensated, dummy coded as: 
● Compensated = 0 
● Not compensated = 1  
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Appendix B 

Vignette 1: Original “Darrel” Squirrel Vignette (Turri et al., 2015) 
 

D1: “Darrel” Knowledge Control Condition 
 
Darrel is an ecologist collecting data on red speckled ground squirrels in Canyon Falls national 
park. The park is divided into ten zones and today Darrel is working in Zone 3. While scanning 
the river valley with his binoculars, Darrel sees a small, bushy-tailed creature with distinctive red 
markings on its chest and belly. The red speckled ground squirrel is the only native species with 
such markings. Darrel records in his journal, “At least one red speckled ground squirrel in Zone 
3 today.” 

 
Ecologists are unaware that a complex network of aquifers recently began drying up in the park. 
These aquifers carry vital nutrients to the trees and other forms of plant life that support the 
squirrels. And the aquifers in the river valley running through Zone 3 are no exception. The 
animal Darrel is looking at is indeed a thirsty red speckled ground squirrel. 
 
D2: “Darrel” Gettier Case Condition 
 
Darrel is an ecologist collecting data on red speckled ground squirrels in Canyon Falls national 
park. The park is divided into ten zones and today Darrel is working in Zone 3. While scanning 
the river valley with his binoculars, Darrel sees a small, bushy-tailed creature with distinctive red 
markings on its chest and belly. The red speckled ground squirrel is the only native species with 
such markings. Darrel records in his journal, “At least one red speckled ground squirrel in Zone 
3 today.” 
 
Ecologists are unaware that a non-native species of prairie dog recently began invading the park. 
These prairie dogs also have red markings on their chest and belly. When these prairie dogs tried 
to invade Zone 3, the red speckled ground squirrels were unable to completely drive them away. 
Still, the animal Darrel is looking at is indeed a red speckled ground squirrel. 
 
D3: “Darrel” Ignorance Control Condition 
 
Darrel is an ecologist collecting data on red speckled ground squirrels in Canyon Falls national 
park. The park is divided into ten zones and today Darrel is working in Zone 3. While scanning 
the river valley with his binoculars, Darrel sees a small, bushy-tailed creature with distinctive red 
markings on its chest and belly. The red speckled ground squirrel is the only native species with 
such markings. Darrel records in his journal, “At least one red speckled ground squirrel in Zone 
3 today.” 
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Ecologists are unaware that a non-native species of prairie dog recently began invading the park. 
These prairie dogs also have red markings on their chest and belly. When these prairie dogs tried 
to invade Zone 3, the red speckled ground squirrels were unable to completely drive them away. 
And, the animal Darrel is looking at is indeed one of the prairie dogs. 
 
Questions (with bar charts demonstrating pretest response rates) 

○ Primary knowledge probe (from Turri et al., 2015): 
■ “Darrel ______ that there is at least one red speckled ground squirrel 

in Zone 3 today.” 
● Visual analogue scale, 0-100:  

○ [only believes <-------------------------> knows] 

 
○ Darrel Gettier (M = 65.57, SD = 37.99) 
○ Darrel ignorance (M = 13.49, SD = 25.49) 
○ Darrel knowledge (M = 86.19, SD = 24.24)  

○ Comprehension question (from Turri et al., 2015):  
■ “Darrel is looking at a _____.” 

● Binary: [ground squirrel/prairie dog] 
○ Reasonableness probe (from Turri et al., 2015): 

■ “It is _____ for Darrel to think that he is looking at a red speckled 
ground squirrel.”  

● Visual analogue scale, 0-100: 
○ [unreasonable <-------------------------> reasonable] 
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○ Luck/Ability probe (from Turri, 2016b) 

■ “Darrel got the ______ answer because of his _____.” 
● Requires two responses:  

○ Binary: [right/wrong] 
○ Visual analogue scale, 0-100: 

■ [(in)ability<-------------------------> (good/bad) luck] 

 
○ Alternative knowledge probe (from Nagel et al., 2013) 

■ “In your view, which of the following sentences better describes 
Darrel’s situation?” 

● Binary: ["Darrel knows that the animal he saw is a red speckled 
ground squirrel." OR "Darrel feels like he knows that the animal he 
saw is a red speckled ground squirrel, but he doesn't actually know 
that it is."] 
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Vignette 2: Modified7 “Gerald” Fake Barn Vignette (Colaço et al., 2014): 
 
G1: “Gerald” Knowledge Control Condition 
 
Gerald is driving through the countryside with his young son Andrew. Along the way he sees 
numerous objects and points them out to his son. ‘That’s a cow, Andrew,’ Gerald says, ‘and that 
over there is a house where farmers live.’ Gerald has no doubt about what the objects are.  
 
What Gerald and Andrew do not realize is the area they are driving through was recently hit by a 
very serious tornado. This tornado did not harm any of the animals, but did destroy most 
buildings. In an effort to maintain the rural area’s tourist industry, local townspeople rebuilt new 
houses in the place of the destroyed houses. These new houses were rebuilt with all the materials 
necessary for them to look exactly like the original houses from the road, and they are also fully 
furnished and can now be used as actual housing. 
 
Having just entered the tornado-ravaged area, Gerald notices the many houses lining the roads. 
When he tells Andrew ‘That's a house,’ the object he sees and points at is a real house that has 
survived the tornado and not one of the new houses. 
 
G2: “Gerald” Gettier Case Condition 
 
Gerald is driving through the countryside with his young son Andrew. Along the way he sees 
numerous objects and points them out to his son. ‘That’s a cow, Andrew,’ Gerald says, ‘and that 
over there is a house where farmers live.’ Gerald has no doubt about what the objects are.  
 
What Gerald and Andrew do not realize is the area they are driving through was recently hit by a 
very serious tornado. This tornado did not harm any of the animals, but did destroy most 
buildings. In an effort to maintain the rural area’s tourist industry, local townspeople built fake 
houses in the place of the destroyed houses. These fake houses were built with only the walls 
necessary for them to look exactly like real houses from the road, but they are empty and only 
for looks and cannot be used as actual housing. 
 
Having just entered the tornado-ravaged area, Gerald has not yet encountered any fake houses. 
When he tells Andrew ‘That’s a house,’ the object he sees and points at is a real house that has 
survived the tornado and not one of the fake houses. 

 
7 The Gerald vignette was modified in three ways: First, we changed the words “house facade” to “fake house” to 
reduce the reading level required for comprehension; Second, we modified the structure of the vignettes to more 
closely match Turri et al. (2015) such that all conditions matched the qualities of belief present in the corresponding 
conditions from Turri et al. (2015) Experiment 1. Third, we added a sentence to the end of the second paragraph in 
all conditions to better describe the fake houses for participants - as it may not have been immediately clear what a 
fake house is without some elaboration. Vignettes were also edited to ensure equal word length across conditions.  



RRR: TURRI, BUCKWALTER, & BLOUW (2015)                         67 

 

 

G3: “Gerald” Ignorance Control Condition 
 

Gerald is driving through the countryside with his young son Andrew. Along the way he sees 
numerous objects and points them out to his son. ‘That’s a cow, Andrew,’ Gerald says, ‘and that 
over there is a house where farmers live.’ Gerald has no doubt about what the objects are.  
 

What Gerald and Andrew do not realize is the area they are driving through was recently hit by a 
very serious tornado. This tornado did not harm any of the animals, but did destroy most 
buildings. In an effort to maintain the rural area’s tourist industry, local townspeople built fake 
houses in the place of the destroyed houses. These fake houses were built with only the walls 
necessary for them to look exactly like real houses from the road, but they are empty and only 
for looks and cannot be used as actual housing. 
 

Having driven through the tornado-ravaged area, Gerald has encountered many of these fake 
houses. When he tells Andrew ‘That’s a house,’ the object he sees and points at is a fake house 
that was built after the tornado and is not actually a house. 
 

Questions (with bar charts demonstrating pretest response rates) 
○ Primary knowledge probe (from Turri et al., 2015): 

■ “Gerald ______ that he is pointing at a real house.” 
● Visual analogue scale, 0-100:  

○ [only believes <-------------------------> knows] 

 
○ Gerald Gettier (M = 58.28, SD = 38.68) 
○ Gerald ignorance (M = 8.35, SD = 19.35) 
○ Gerald knowledge (M = 76.96, SD = 32.29)  

○ Comprehension question (from Turri et al., 2015):  
■ “Gerald is pointing at a _____ house. ” 

● Binary: [real/fake] 
○ Reasonableness probe (from Turri et al., 2015): 

■ “It is _____ for Gerald to think that he is pointing at a real house.”  
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● Visual analogue scale, 0-100: 
○ [unreasonable <-------------------------> reasonable] 

 
○ Luck/Ability probe (from Turri, 2016b) 

■ “Gerald got the ______ answer because of his _____.” 
● Requires two responses:  

○ Binary: [right/wrong] 
○ Visual analogue scale, 0-100: 

■ [(in)ability<-------------------------> (good/bad) luck] 

 
○ Alternative knowledge probe (from Nagel et al., 2013) 

■ “In your view, which of the following sentences better describes 
Gerald’s situation?” 

● Binary: ["Gerald knows that the house he is pointing at is a real 
house." OR "Gerald feels like he knows that the house he is 
pointing at is a real house, but he doesn't actually know that it is."] 
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Vignette 3: Modified8 “Emma” Diamond Vignette (adapted from Nagel et al., 2013) 
 
E1: “Emma” Knowledge Control Condition 
  
Emma is shopping for jewelry. She goes into a nice-looking store and selects a necklace from a 
tray marked ‘‘Diamond Earrings and Pendants’’. ‘‘What a lovely diamond!’’ she says as she 
tries it on. Emma could not tell the difference between a real diamond and a cubic zirconium 
fake just by looking or touching. However, this particular store has very honest employees who 
have a really positive reputation for their guaranteed real diamonds; in the tray Emma chose, all 
of the pendants had real diamonds rather than fake cubic zirconium stones (and the one she chose 
was really nice). 
  
E2: “Emma” Gettier Case Condition 
  
Emma is shopping for jewelry. She goes into a nice-looking store and selects a necklace from a 
tray marked ‘‘Diamond Earrings and Pendants’’. ‘‘What a lovely diamond!’’ she says as she 
tries it on. Emma could not tell the difference between a real diamond and a cubic zirconium 
fake just by looking or touching. Unfortunately, this particular store has very dishonest 
employees who have been stealing real diamonds and replacing them with fakes; in the tray 
Emma chose, almost all of the pendants had cubic zirconium stones rather than diamonds (but 
the one she chose happened to be real). 
  
E3: “Emma” Ignorance Control Condition 
  
Emma is shopping for jewelry. She goes into a nice-looking store and selects a necklace from a 
tray marked ‘‘Diamond Earrings and Pendants’’. ‘‘What a lovely diamond!’’ she says as she 
tries it on. Emma could not tell the difference between a real diamond and a cubic zirconium 
fake just by looking or touching. Unfortunately, this particular store has very dishonest 
employees who have been stealing real diamonds and replacing them with fakes; in the tray 
Emma chose from, all of the pendants had cubic zirconium stones rather than diamonds (and the 
one she chose was in fact fake).  
 
 
 
 
 

 
8 For the “Emma” vignette, we changed the structure of the knowledge control condition to create more minimally 
matched pairs, while still maintaining the justified true belief described in it. We also changed the knowledge 
control considerably – as its structure was quite different than the other two conditions. We also removed the word 
“known” from the knowledge control – as it may have biased participants.  
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Questions (with bar charts demonstrating pretest response rates) 
○ Primary knowledge probe (from Turri et al., 2015): 

■  “Emma ______ that she chose a necklace made of diamonds.” 
● Visual analogue scale, 0-100:  

○ [only believes <-------------------------> knows] 

 
○ Emma Gettier (M = 26.23, SD = 33.55) 
○ Emma ignorance (M = 8.44, SD = 19.26) 
○ Emma knowledge (M = 67.59, SD = 31.58)  

○ Comprehension question (from Turri et al., 2015):  
■ “Emma chose a necklace made of _____ .”  

● Binary: [cubic zirconium stones/diamonds] 
○ Reasonableness probe (from Turri et al., 2015): 

■ “It is _____ for Emma to think that she chose a necklace made of 
diamonds.” 

● Visual analogue scale, 0-100:  
○ [unreasonable <-------------------------> reasonable] 

 
○ Luck/Ability probe (from Turri, 2016b) 

■ “Emma got the ______ answer because of her _____.” 
● Requires two responses:  
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○ Binary: [right/wrong] 
○ Visual analogue scale, 0-100: 

■ [(in)ability <-------------------------> (good/bad) luck] 

 
○ Alternative knowledge probe (from Nagel et al., 2013) 

■ “In your view, which of the following sentences better describes 
Emma’s situation?” 

● Binary: ["Emma knows that she chose a necklace made of 
diamonds." OR "Emma feels like she knows that she chose a 
necklace made of diamonds, but he doesn't actually know that it 
is."] 

 
Funneled Debrief Questions 

● What do you think is the purpose of this study? 
● What was your impression of the materials in this study? 
● Have you ever participated in a similar study? If yes, please describe the study. 

  



RRR: TURRI, BUCKWALTER, & BLOUW (2015)                         72 

 

Appendix C 
 
The Study Experience Questionnaire 
The following questionnaire is your chance to give feedback on the study you have just 
participated in.  
 
Please use the following anchors to describe your experience of this study.  
Please circle the number that best represents your experience of the study relative to the two ends 
of the scale. Note that a ‘5’ is the middle of a scale and can be used if you are not sure of an 
answer.    
 

How much did you enjoy the study? 

I enjoyed the study a lot Not sure I did not enjoy the study at all 
1                2                3                4                5                6                7                8                9 

 

How nervous were you during the study? 

I was very nervous during the study Not sure I was not nervous during the study at all 

1                2                3                4                5                6                7                8                9 
 

How difficult did you find the study? 
I found the study tasks very difficult to 
complete 

Not sure 
I did not find the study tasks difficult to 

complete at all 
1                2                3                4                5                6                7                8                9 

 

How boring did you find the study? 

I found the study task very boring Not sure I did not find the study activity boring at all 
1                2                3                4                5                6                7                8                9 

 

How tiring did you find the study? 

I found the study task very tiring Not sure I did not find the study task tiring at all 

1                2                3                4                5                6                7                8                9 
 

How quickly did you adjust to the study task? 

I was able to adjust to the study task very 
quickly 

Not sure 
I was not able to adjust to the study task 

quickly 
1                2                3                4                5                6                7                8                9 

 

How regularly do you take part in research studies? 

I have taken part in many research studies Not sure 
I have never taken part in a research study 

before 
1                2                3                4                5                6                7                8                9 

 

How self-conscious of your responses were you during the study? 

I was very self-conscious of the responses I 
gave in this study 

Not sure 
I was not at all self-conscious of the 

responses I gave in this study 
1                2                3                4                5                6                7                8                9 
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How motivated were you to help the researchers during the study? 
I was strongly motivated to help make the 
study a success for the researchers 

Not sure 
I was not at all motivated to help make the 

study a success for the researchers  
1                2                3                4                5                6                7                8                9 

 

To what extent did you believe you were contributing to important research? 

I believe that my participation was 
contributing to very important research 

Not sure 
I do not believe that my participation was 

contributing to important research  
1                2                3                4                5                6                7                8                9 

 

To what extent were you trying to work out the aim of the study during your participation? 
I was trying to work out the aim of the study 
during my participation 

Not sure 
I was not trying to work out the aim of the 

study during my participation 
1                2                3                4                5                6                7                8                9 

 
 

Do you have any further comments about your experience of this study that we have not addressed 
above? Please give any further comments about this study below: 
 
 
 

  

 
 
 


